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Compact Descriptors for Visual Analysis (CDVA) –
Efficient Search in Large-scale Video Content

Managing and organizing the quickly increasing volume of video content is a challenge for many industry sectors, such as media and entertainment or surveillance. One example task is scalable instance search, i.e., finding content containing a specific object instance or location in a very large video database. This requires video descriptors which can be efficiently extracted, stored and matched. Standardization enables extracting interoperable descriptors on different devices and using software from different providers, so that only the compact descriptors instead of the much larger source videos can be exchanged for matching or querying.

MPEG has already specified a compact descriptor for still images, named Compact Descriptor for Visual Search (CDVS, ISO/IEC 15938-13). However, the temporal redundancy in video allows for more compact descriptors than what is achieved by using still image descriptors for a sequence of key frames of a video. The Compact Descriptors for Video Analysis (CDVA) standard thus defines a descriptor exploiting the temporal redundancy in video. In addition, it adds a descriptor component based on features extracted using a convolutional neural network (CNN) in order to benefit from the recent progress made in deep learning.

Compact descriptors for video analysis for search and retrieval applications:
· enable design of interoperable object instance search applications;
· minimize the size of video descriptors;
· ensure high matching performance of objects (in terms of accuracy and complexity);
· enable efficient implementation of those functionalities on professional or embedded systems.
Applications
CDVA targets a wide range of applications that require efficient matching or search in large scale video content. In particular in distributed applications, which involve devices with limited processing capabilities (e.g., mobile devices, smart cameras, set top boxes), the efficient extraction and storage of descriptors is relevant.
The following paragraphs present example applications from different domains that benefit from CDVA.
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· indexing of video content in production and archiving
· detection of unwanted advertising/product placement
· content identification in augmented and mixed reality applications, e.g., to link augmentation to real-world content
· crowd & citizen journalism: filtering and organising content
Surveillance
· search for specific object instances across a content collection
· extraction/matching on smart cameras to only return descriptors to a central system component
Mobile video
· content processing on client devices
· content processing at the edge to take load off the network backbone
Automotive, manufacturing, robotics, …
· vision-based navigation and safety
Scope of MPEG CDVA and the underlying technology 
The CDVA standard specifies a video description tool designed to enable efficient and interoperable visual search applications, allowing visual content matching in videos and images. This addresses matching of views of objects, landmarks and scenes, including partial temporal overlap in the video, while being robust to partial occlusions as well as changes in viewpoint, camera parameters, lighting conditions. The design and development of CDVA addresses the standardization of (moving) object instance recognition technology, leveraging on a number of advantages and functionalities described below. 

In order to avoid pairwise matching of frames of the video using compact still image descriptors such as CDVS, the unit described by CDVA is a temporal video segment. Such a video segment is 
characterized by visual homogeneity, and can correspond to a shot or even a smaller temporal segment. CDVA enables fast matching without processing all information for the segment, and supports compression along the temporal dimension by selecting a representative frame per segment, providing a compact descriptor for this frame and representing other descriptors in the segment by predicting them from this reference descriptor. A schematic representation of the description of segments and matching them in order to determine their similarity or performing retrieval is given in Figure 1.
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A CDVA descriptor for a video segment consists of three components. The global and local feature descriptors build on the CDVS descriptor components. The deep feature descriptor is extracted using a CNN, and applying a procedure called nested invariance pooling (NIP) to improve its robustness to geometric transformations. The resulting descriptor is then binarized for efficient storage and matching. For compression along the temporal dimension, lossless compression is applied to the global and deep feature descriptors (saving 25% even for already binarized descriptors), while lossless or lossy compression is applied to the local feature descriptors. This enables scaling between descriptor size and matching accuracy. While the newly added deep feature component is the single best performing one, the combination of the descriptor components still outperforms it.
Features
The MPEG CDVA specification includes a number of features, most of which are aligned with features known from CDVS:
· Pair-wise comparisons: CDVA enables pair-wise visual content matching that is robust to partial occlusions as well as changes in vantage point, camera parameters, and lighting conditions. CDVA also supports partial matching along the timeline.
· Large-scale database retrieval: CDVA provides means to search against extremely large scale (e.g. web scale) databases in a shorter time, thus quickly generating a short list of candidates for further refinement.
· Scalable bit-streams: CDVA supports different sizes of compact descriptor bit-streams, thus supporting applications ranging from fine-grained matching to extremely constrained bandwidth scenarios. Descriptors extracted with different sizes can efficiently interoperate. The descriptor supports both lossy and lossless compression modes along the temporal dimension.
· Extensibility with future neural network architectures: The CNN provided as default network (VGG16) can be replaced by a custom neural network, thus enabling applications to benefit from the fast-paced progress in the field of deep learning.
· Compatibility with CDVS: The global and local feature descriptor components of CDVA are compatible with the respective components of CDVS. In addition, CDVA supports still images, thus facilitating interoperability between the two standards.
· Hardware implementation efficiency: The development of the CDVA standard has been driven by aiming at solutions with very low computational complexity, and small memory footprint, thus facilitating low-power hardware implementations. In particular, both the components using hand-crafted and CNN-based features can benefit from hardware supporting massively parallel execution, such as GPUs. It has also been demonstrated that the CNN-based features can be extracted using a version of the network with weights quantized to as low as 4 bits for efficient descriptor extraction on devices with memory and power constraints.
· Sufficiency: The descriptors are self-contained, no other metadata are necessary to enable search. However, CDVA descriptors can be easily combined with other relevant metadata (e.g. GPS coordinates) aiming at narrowing the scope of the search and improving retrieval efficiency.
· Generality: CDVA technology targets general-purpose scenarios: therefore, the standard solution is designed to guarantee robustness with any category of video content.
Reference Software and Performance
The MPEG CDVA reference software is used to extract the compact descriptors for video analysis from a given image or video. The compact descriptors can be used in pairwise matching, i.e., comparison of two descriptors to determine the similarity between the videos, and retrieval, i.e., projecting a query descriptor to a database of descriptors so as to retrieve the most similar temporal segments of database videos to the query video/image. The performance of the reference software has been evaluated on a large dataset collected by MPEG in a range of experiments. 

On a diverse content set, the size of a CDVA descriptor is in the range of 2-4 kByte per second of video, with an extraction time of about 0.7s per second of video (using a single CPU core only). Figure 2 shows the global and local descriptor sizes for different configurations (cfg1-3) and different choices of the lossy compression parameters.
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[bookmark: _Ref534985939]Figure 2: Global and local descriptor sizes for different configurations and lossy compression settings.

The descriptor reaches a correct matching rate of 88% (at 1% false matching rate) while in retrieval a mean average precision (MAP[footnoteRef:1]) of 83% is achieved. [1:  https://en.wikipedia.org/wiki/Information_retrieval#Mean_average_precision] 

The MPEG CDVA Associated Standards
The core specification of CDVA can be found in ISO/IEC 15938-15: “Part 15: Compact descriptors for video analysis”.
The MPEG committee has developed an additional part to add to the core specification. ISO/IEC 15938-16 “Part 16: Conformance and Reference Software for Compact Descriptors for Video Analysis” specifies the conformance and reference software implementing the normative clauses of Part 15. In addition, the reference software provides Docker containers for easy deployment and experimentation with the reference software.
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